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Abstract. This article proposes a novel approach to quantitative software re-
liability assessment ensuring high interplay coverage for software components
and decentralized (sub-)systems. The generation of adequate test cases is based
on the measurement of their operational representativeness, stochastic inde-
pendence and interaction coverage. The underlying multi-objective optimiza-
tion problem is solved by genetic algorithms. The resulting automatic test case
generation supports the derivation of conservative reliability measures as well
as high interaction coverage. The practicability of the approach developed is fi-
nally demonstrated in the light of an interaction-intensive example.
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1 Introduction

The systematic re-use of tested and proven-in-use software components evidently
contributes to a significant reduction in software development effort. By the princi-
ples of abstraction and partition the component-based paradigm supports the transpar-
ency of complex logic both from a constructive and an analytical point of view. None-
theless, a number of spectacular incidents [5] proved that various risks may still be
hidden behind inappropriate component interaction, even in case of inherently correct
components. For such reasons, novel approaches were recently developed, aimed at
systematic, measurable and reproducible integration testing for component-based
software (e.g. [1, 4, 13, 14]).

Meanwhile, this issue is becoming particularly crucial in case of decentralized, auton-
omous systems interacting for coordination purposes, so-called systems-of-systems:
in fact, while so far classical software engineering has been mainly concerned with
the implementation of well-structured, monolithic or component-based code to be
designed in the context of a common project, modern applications increasingly in-
volve the independent development of autonomous software systems, merely com-
municating with each other for the purpose of a super-ordinate cooperation. Due to
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the inherent autonomy of such systems, often enough the multiplicity of their poten-
tial interactions cannot be systematically tested during integration. As the functional
scope of single subsystems may evolve with time at a high degree of autonomy, the
multiplicity of their interplay may increase at rapid pace, possibly resulting in unfore-
seeable interplay effects, generally known as emergent behavior [8].

Therefore, especially when dealing with safety-critical applications, a preliminary
software reliability assessment must take into account potential emergent behavior by
accurately identifying the variety of potential scenarios involving the interaction of
autonomous parts and by assessing their adequacy via operationally representative
test cases. In other words, a rigorous reliability evaluation must be based on behavior-
al observations

· reflecting operative conditions,
· at the same time capturing high amounts of potential interactions between compo-

nents resp. subsystems.

Concerning the first requirement, a well-known and technically sound approach to
quantitative software reliability estimation is provided by statistical sampling theory
(introduced in section 2) on the basis of operationally representative observations.
Admittedly, in general this technique may not be easily practicable; nonetheless, it
could be successfully applied to a real-world software-based gearbox controller for
trucks within an industrial cooperation [15, 16]. Though successful in evaluating op-
erational experience, statistical sampling does not address interplay coverage which
may be measured according to different criteria (s. section 3 and [1, 4, 9, 13, 14, 17]).

An integration test exclusively targeted to the detection of emergent behavior, on the
other hand, is not necessarily representative for the application-specific operational
profile and thus does not support the sound derivation of probabilistic software relia-
bility estimates. The novelty of the approach presented in this article consists in com-
bining the above mentioned, diverse perspectives into a common procedure capable
of generating test cases supporting both sound reliability estimation and high interac-
tion coverage for highly reliable and interaction-intensive software.

The article is organized as follows:

· section 2 provides a brief introduction into software reliability evaluation by statis-
tical sampling theory;

· section 3 presents a number of metrics addressing coverage of component resp.
(sub-) system interaction;

· section 4 illustrates the potential shortcomings of a statistical sample exclusively
based on the operational profile;

· section 5 proposes a novel approach targeting the combined optimization of three
different objectives (namely, operational representativeness, stochastic independ-
ence and interaction coverage);



· section 6 reports on the application of the approach to a highly-interactive compo-
nent-based software system;

· finally, section 7 summarizes the investigations reported and the conclusions
drawn.

2 Reliability Assessment by Statistical Sampling Theory

Statistical sampling theory is a well-established approach for deriving a reliability
estimate for a software system [3, 7, 10, 11]. It allows to derive

· at any given confidence level β and
· for a sufficiently high number n of correctly performing test cases (n > 100)
· an upper bound p~  of the unknown failure probability p, i.e. with:

( ) b=£ p~pP  (1)

The theory requires the fulfillment of a number of conditions; a part of them concerns
the testing process and must be ensured by appropriate test bed resp. quality assurance
measures:

· Test run independence: the execution of a test case must not influence the execu-
tion of other test cases. If required, this may be enforced by resetting mechanisms.

· Failure identification: in order to exclude optimistic reliability estimates, failure
occurrence must be properly identified by dependable test oracles, typically plausi-
bility checks based on domain-specific expert judgment.

· Correct test behavior: no failure occurrence is observed during testing. In princi-
ple, the theory allows for a low number of failure observations, at the cost of corre-
spondingly lower derivable reliability estimates.

Other conditions concern the selection of test data which is central in this article:

· Test data independence: as the application of statistical sampling theory is based
on a number of independent experiments, the selection of one test case must not in-
fluence the selection of the other test cases.

· Operationally representative test profile: as reliability measures must refer to a
given operational profile, test cases must be selected with the same probability of
occurrence.

If all the conditions mentioned above are met, the following quantitative relation be-
tween the number n of test cases, the failure probability upper bound p~  and the con-
fidence level β can be derived [3, 18]:

n 11p~ b--=  (2)

Table 1 shows some examples for this relation.



Table 1. Examples for the relation between n, p~ and β

n p~ β

4 603 10-3 0.99

46 050 10-4 0.99

69 074 10-4 0.999

690 773 10-5 0.999

Because the costs for applying this approach during a preliminary testing phase may
be considerable, posterior evidence collected during operation may be also exploited
to lower the costs significantly. This was successfully carried out for a software-based
gearbox controller within an industrial research cooperation [15, 16]. In order to de-
rive conservative reliability estimates at pre-defined confidence levels, operational
data collected during road testing was analyzed. In this particular case test validation
simply consisted of checking that the gear shifts commanded were actually carried out
within a pre-defined time frame.

3 Measures of Interaction Coverage

Several measures of interaction coverage were introduced in the past, a. o. [1, 4, 13,
14, 17]; some of them are based on models arising during the early or late design
phases (like state diagrams and sequence diagrams), while others directly relate to
component resp. system invocations captured at code level. As the perspective taken
in this article is focused on the assessment of highly reliable software by statistical
testing, also the amount of interactions covered by test cases is measured in the light
of executed code instructions.

Inspired by classical data flow coverage [12], interaction testing criteria transfer struc-
tural concepts from code to interfaces. Among them, coupling-based testing [4] ad-
dresses the following coupling categories:

· parameter coupling, where one method calls another method and passes parame-
ters to it;

· shared data coupling, where two methods use the same global variable;
· external device coupling, where two methods use the same external device (e.g. a

database or a file).

Coupling-based testing examines the interactions between components or systems,
where one method (the caller) calls another method (the callee). The node in the con-
trol flow graph containing the invocation is called a call site. A node containing the
definition of a variable that can reach a use in another component on some execution
path is called a coupling-def. [4] distinguishes three types of coupling-defs:



· last-def-before-call: last definition of a formal parameter before a call;
· last-def-before-return: last definition of a formal parameter before a return state-

ment;
· shared-data-def: definition of a global variable.

A coupling-use is a node containing the use of a variable that has been defined in
another component and that can be reached on some execution path. There are three
different kinds of coupling-uses [4]:

· first-use-after-call: first use of a formal parameter in the caller after the return
statement;

· first-use-in-callee: first use of a formal parameter in the callee;
· shared-data-use: use of a global variable.

A path is called a def-clear path with respect to a certain variable if there is no defini-
tion of that variable along that path. A coupling path between two components is a
def-clear path from a coupling-def of a variable to a coupling-use of the same variable
in another component. Figure 1 illustrates the concepts for coupling-based testing by
means of an example.

Fig. 1. Coupling-based testing

In [4] the following coupling-based coverage criteria were defined:

· call coupling: all call sites must be covered;
· all-coupling-defs: for each variable at least one coupling-path from each definition

to at least one of its coupling-uses must be covered;
· all-coupling-uses: for each variable at least one coupling-path from each definition

to all reachable coupling-uses must be covered;
· all-coupling-paths: for each variable all coupling-paths from each definition to all

reachable coupling-uses must be covered. As this definition would require an un-
bounded number of test cases in case of loops, the criterion was weakened, so that
each loop body has to be skipped and executed at least once.

In the particular case of object-oriented programming supporting reusability and
maintainability by inheritance and polymorphism, interaction coverage has to be



strengthened to take account of potential side effects. For example, faults may arise
by incorrect dynamic binding in case of a property being fulfilled in some inheritance
contexts, but violated in others. In order to increase the chances of detecting such
anomalies, the above mentioned coupling-based coverage concepts were extended to
the object-oriented paradigm [1] by additionally requiring also context coverage.

4 Potential Bias of Operationally Representative Samples

4.1 Shortcoming of Reliability Testing

Though well-founded, reliability testing by statistical sampling theory has a funda-
mental shortcoming: it depends on one single random experiment. This experiment
consists of generating a number of test cases according to a given distribution intend-
ed to reflect the expected operational profile. As this random generation is carried out
only once, it cannot guarantee to cover all required testing scenarios. In fact, even
assuming an accurate knowledge of the operational profile, the resulting randomly
generated test case sample may still deviate from statistical expectation. In particular,
a considerable number of relevant scenarios involving crucial interactions may be
fully neglected, as will be illustrated by the following example. For this reason, it is
felt that, especially in case of safety-critical software-based applications, reliability
testing should be enhanced by extending the sample demands to include – beyond
operating representativeness and stochastic independence – also interaction coverage.
The novel approach developed for this purpose will be introduced in section 5.

4.2 Application Example

This section introduces an example for a software-based system involving a high
degree of component interactions. It consists of 4 parts:

· one of them represents a central controller (the so-called Control Component),
· while the remaining 3 components represent cooperating tasks (Service 1, Service 2

and Service 3) to be invoked and parameterized by the Control Component.

The application processes the following 4 input parameters:

· parameter 1 of type Integer;
· parameter 2 of type Integer;
· parameter 3 of type Double;
· parameter 4 of type Double.

Depending on these inputs, the Control Component invokes one or more of the Ser-
vice Components providing each of them with 8 parameters:

· 4 of them (the so-called data parameters) are common to all components,
· while the remaining 4 control parameters are component-specific control elements.



Figure 2 offers a graphical representation of the invocation hierarchy.

Fig. 2. Interacting components of software application

In terms of the all-coupling-uses criterion the system includes 155 def-use pairs. The
operational profile of the application is provided by defining for each of the 4 inde-
pendent inputs its corresponding probability density function, as shown in Table 2.

4.3 Evaluation

For each n Î  {1 000, 3 000, 10 000, 20 000, 50 000} 10 experiments were carried
out, each consisting of generating n test cases according to the given operational pro-
file. The number of def-use pairs covered by each of the 50 resulting experiments was
successively determined, as shown in Table 3.

Table 2. Parameters with corresponding probability density functions
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For example, it can be noticed that the 10 experiments devoted to the random genera-
tion of 10 000 test cases only covered between 124 and 132 def-use pairs; in other
words, they missed to generate test cases triggering between 23 and 31 component
interactions. This means that potential faults affecting the uncovered interactions
(about 15% - 20% of all interactions) would remain undetected by any of these test
samples. Although these effects tend to diminish with increasing test size, the concern
remains valid even for the highest test size.

In order to address potential emergent behavior during reliability testing, therefore,
the original statistical sampling approach was extended to capture also interaction
coverage among components, subsystems or systems.

Table 3. Minimum and maximum numbers of def-use pairs covered for each test size n

test size n 1 000 3 000 10 000 20 000 50 000

min coverage 76 97 124 136 144

max coverage 89 109 132 141 146

5 Multi-Criteria Test Case Optimization

Since the approach presented in this article focuses on the generation of optimal test
case sets, only the conditions concerning the selection of test cases are considered.
Further conditions mentioned in section 2 and concerning quality assurance of prod-
uct and test bed (like resetting mechanisms, test oracles, restart of the whole process
after fault removal) are outside the scope of this article.

Statistical sampling theory requires independently selected test cases; in other words,
the input values must not be correlated. On the other hand, input parameters may be
functionally or semantically dependent due to the nature of the application under test,
e.g.

· by physical laws, like wavelength, speed and frequency, or
· by logical patterns, like the coefficient values of an invertible matrix.

Evidently, correlations due to physical laws or logical patterns cannot be removed;
these application-inherent dependencies must be captured by the operational profile.
Further correlations arising by instantiation of functionally independent parameters,
(e.g. numerical dependencies), however, have to be avoided or removed by filters.

5.1 Objective 1: Operational Representativeness of Test Cases

The operational profile of the system under test is assumed to be available on the
basis of a preliminary estimation concerning the frequency of occurrence of the input
parameters. While functionally independent parameters can be randomly generated



according to this operational profile, the functionally correlated parameters must be
defined such as to fulfill their application-specific dependencies.

The degree of operational representativeness of test cases can be measured by differ-
ent goodness-of-fit tests, like the χ2 test [6], the Kolmogorov-Smirnov test [6] or the
Anderson-Darling test [6]. They quantify the confidence in the validity of a null hy-
pothesis, in our case

Ho: “the observed distribution is consistent with the pre-specified distribution”

in the light of the data observed. Depending on the goodness-of-fit test, a so-called
test statistic S1 is first determined; for example, for the χ2 test, the statistic is defined
as follows:
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where k denotes the number of bins that contain the data, Oi the observed and Ei the
expected frequency of bin i (1 ≤ i ≤k).

The validity of the null hypothesis is successively verified by a significance test de-
termining a critical threshold T1. If the test statistic S1 is higher than the critical value
T1, then the null hypothesis is rejected, otherwise accepted; in this case the test data
can be taken as sufficiently representative for the distribution specified.

Figure 3 shows an exemplifying goodness-of-fit test for a specified Gamma distribu-
tion.

Fig. 3. Distribution fitting

5.2 Objective 2: Test Case Independence

Statistical sampling theory further requires the independent selection of test cases; in
other words, the values of parameters previously identified as independent must not



be correlated. For this purpose, both auto- and cross-correlation measures are consid-
ered, each yielding a statistical correlation coefficient S2.

Auto-correlation describes the dependence of a specific parameter instance within a
test case to other instances of the same parameter in further test cases. Hereby, the
auto-correlation metrics consider the so-called lag between test cases, i.e. the distance
between two test cases w.r.t. to the sequence order of their generation; in particular,
the lag between test cases generated in direct succession is 1.

Cross-correlation, on the other hand, describes the dependencies between different
parameters within the same test case. There are several metrics to measure cross-
correlation, mainly differing in terms of computational complexity and dependency
type addressed. Among the metrics selected for the approach illustrated in this article
are Pearson’s product moment correlation coefficient [2], Spearman’s rank correlation
coefficient and Cramer’s V [19]. For example, for two different random variables X
and Y, Pearson’s product moment correlation coefficient rxy is defined as follows:
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where n denotes the number of test cases and xi resp. yi (1 ≤ i ≤ n) denote values of X
and Y with corresponding average values x  and y .

To determine whether the parameters are correlated or not, the correlation coefficient
S2 is compared with a maximum threshold value T2. Similarly to the goodness-of-fit
tests, parameters with correlation S2 higher than T2 cannot be taken as sufficiently in-
dependent.

5.3 Objective 3: Interaction Coverage

The coupling-based testing criteria presented in section 3 can be arranged in the sub-
sumption hierarchy shown in Figure 4 [4].

Fig. 4. Subsumption hierarchy of coupling-based testing



While call coupling only considers the invocation of methods and is therefore too
weak to measure interaction coverage, the other criteria are appropriate for being used
in the optimization procedure. The example presented in section 6 is based on the all-
coupling-uses criterion, whose coverage measure will be denoted by S3.

5.4 Combination of Objectives 1, 2 and 3

The new approach presented in this article combines the three above mentioned crite-
ria. Since the main objective is the generation of a dependable software reliability
estimate, objectives 1 and 2 must be fulfilled in order to enable the application of
statistical sampling theory. In other words, both these criteria are knock-out criteria
dominating over objective 3 which should be maximized without violating them.

The high complexity of this problem makes the application of systematic and analyti-
cal techniques inadequate. Therefore, a heuristic approach to this multi-objective
optimization problem is applied, making use of genetic algorithms. In general, these
proceed iteratively by evaluating the fitness of single individuals and by generating
new populations based on the best individuals found so far and on genetic manipula-
tions of past populations.

In this specific case single individuals are sets of test cases, where each single test
case consists of values to be assigned to the input variables. Cross-over operations
may be used at two different levels: at the higher level, test case sets exchange test
cases, while at the lower level only values of single input variables are swapped. Test
case sets are mutated by deleting individual test cases and by generating an identical
number of new ones, or by random mutations of individual input parameters. In addi-
tion to the genetic manipulations described, the elitism operator is applied to maintain
unaltered the best test case sets generated up to then.

In order to determine the fitness of a candidate test case set with respect to its fulfill-
ment of objectives 1 and 2, the values Si (i Î {1,2}) determined by goodness-of-fit
tests (as introduced in section 5.1) and by auto- resp. cross-correlation metrics (as
introduced in section 5.2) are first normalized such as to lie within the interval [0; 1]
by the following normalization procedure N:

· for Si Î [0; Ti] let N(Si) = 1;
· for Si Î ]Ti ; maxi] let N(Si) be defined as shown in Figure 5, where maxi denotes the

highest value taken by Si within a test case population.



Fig. 5. Normalization function for objectives 1 and 2

Interaction coverage measures S3 do not require any normalization, as they already lie
within the interval [0; 1] by definition.

For each test case set, the fitness function is defined as the following weighted sum of
its three normalized measures:

fitness value (test case set) = 1.0 * N(S1) + 1.0 * N(S2) + 0.1 * S3

The coefficient 0.1 is chosen such as to maximize the weight of S3, while preventing
the violation of any of the two knock-out criteria, even in case of full interaction cov-
erage, because:

· a test case set that violates a knock-out criteria has a fitness value < 2,
· a test case set that fulfills both knock-out criteria has a fitness value³ 2.

The genetic algorithm successively selects individuals with higher fitness values at
higher probability, such that the result of the optimization is a test case set that does
not violate any knock-out criteria.

6 Example

The new approach was applied to the software system presented in section 4.2. The
interaction coverage is measured with respect to the all-coupling-uses criterion intro-
duced in section 3. Goodness-of-fit tests are carried out at a significance level of 0.1.

The genetic algorithm proceeds as follows:

· initially, it generates 10 random test case sets according to the operational profile,
· successively, it evaluates their fitness and
· starts the optimization process.



This process involves 10 optimization runs where the genetic operators (selection,
cross-over and mutation) are applied to test case sets consisting of a fixed number of
test cases. This predefined number is chosen in view of the reliability estimate to be
derived after optimization; therefore, it does not change during the optimization pro-
cedure.

Figure 6 shows the evolution of the coverage achieved for test set sizes of 10 000
resp. 50 000 test cases.

Coverage Def-Use Pairs
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Fig. 6. Covered def-use pairs for test case sets with n = 10 000 and n = 50 000

As already mentioned in section 4.2, the application contains 155 feasible def-use
pairs in terms of the all-coupling-uses criterion. The best of the initial 10 test case sets
consisting of 10 000 test cases managed to cover 132 def-use pairs. After genetic
optimization the resulting test set improved to 152 covered def-use pairs or nearly
98% of all feasible pairs. The multi-objective approach applied to sets containing
50 000 test cases managed to reach 100% coverage after optimization. After valida-
tion of the test results, such a test allows to derive a conservative software reliability
estimate 51021.9p~ -×< at confidence level β = 0.99.

Figure 7 shows the output of such an optimization run.



Fig. 7. Optimization result

7 Conclusion

In this article a new approach to software reliability assessment combined with high
interaction coverage was presented. Optimal test case sets are generated by use of
genetic algorithms. An adequate fitness function considers the objectives of opera-
tional representativeness, test case selection independence and interaction coverage.
The approach was tested on a software system showing that interaction coverage can
be significantly increased while guaranteeing the conditions required for statistical
testing, such that a well-founded, conservative reliability estimate can be derived.
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